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Today’s
Highlights

▪ Brief about R Software: Definition, History and
Applications
▪ The Concepts of Time Series
▪ Correlation Analysis
▪ Forecasting Strategies

▪ Basic Stochastic Models
All these
shall be done with the use of R statistical software

package

WHAT IS R PROGRAMMING?
R is an open-source programming
language that facilitates statistical

R programming language allows statistical computing to be
used widely by the data miners and statisticians for data
analysis. It was developed in 1995 by Ross Ihaka and Robert
Gentleman, where the name ‘R’ was derived from the first
letters of their names.
R is a popular choice in data analytics and data science for

computing and graphical libraries.

statistical computing and graphical techniques. With the help

Being open-source, R enjoys

of R, one can perform various statistical operations. We can

community support of avid developers
who work on releasing new packages,

obtain it free of charge from the website: https://www.rproject.org
It is driven by command lines. Each command is executed

updating R and making it a steadfast

when the user enters them into the prompt. Since R is open-

programming package for Data

source, most of its routines and procedures have been

Science.

developed by programmers all over the world.

WHAT IS R PROGRAMMING?
In R, there is a comprehensive environment that facilitates the

All the packages are available for
free at the R project website called
CRAN. CRAN contains over

performance of statistical operations as well as the generation of
data analysis in graphical or text format. The commands that a
console takes in as input are assessed and subsequently executed.

10,000 packages in R. The basic R is incapable of handling auto-formatting
installation comprises a set of tools characters such as dashes or quotes, hence, you
that various data scientists and need to be discreet while copy-pasting commands
statisticians use for multiple tasks.

from external sources into your R environment.

BRIEF HISTORY OF R
R was
…

From Bells Laboratories

APPLICATION OF R
conceived at the Bell
Laboratories by John Chambers in PROGRAMMING `IN DATA SCIENCE
R is used in finance and banking
1976. R was developed as an
e x t e n s i o n a s w e l l a s a n sectors for detecting fraud, reducing
implementation of S programming customer churn rate and for making
language.
future decisions.

Application
of R (Cont’d)
Companies also use social media
infor mation to analyze customer
sentiments for making their products
better.

E-Commerce companies make use of R

In 1992, the R project was conceived
by Ross Ihaka and Robert
Gentleman of the Department of
Statistics, University of Auckland
(New Zealand) and, its first version
was released in 1995 and a stable
(beta) version in the year 2000. From
version 1.0, 1.0.1, 1.0.2, etc to 3.6.1,
3.6.2, up till 4.2 now …

R is also used by bioinformatics to

to analyze the purchases made by the

analyze strands of genetic

customers as well as their feedbacks.

sequences, for performing drug
discovery and also in computational

Manufacturing companies use R to

neuroscience.

analyze customer feedback. They also
use it to predict future demand to adjust

R is used in social media analysis to

their manufacturing speeds and

discover potential customers in

maximize profits. This is where machine

online advertising.

learning comes in.

with R
Definition of Time Series
As earlier defined, any observation that is measured
over regular time intervals forms a time series. Analysis
of time series is commercially importance because of
its industrial needs and relevance especially with
respect to forecasting (demand, sales, supply etc).

Stationarity
Before performing any analysis on time series data, we
must establish empirically that the data sets are
stationary, and if otherwise, it is advisable to ensure
that the data sets are stationarize by the use of some
methods such as detrending, differencing, etc.

What’s Stationarity?

A time series is said to be stationary if it
holds the following conditions true.
(1) The mean value of time-series should be
constant over time, which implies, the trend
component is nullified.
(2) The variance should not increase over time.
This is also known as homoscedasticity
assumption.
(3) Seasonality effect should be minimal, that is,
the covariance of the ith and (i+m)th should not
be a function of time.

with R

Loading data set into R
Practical Illustrations
The number of international passenger data(AirPassengers)
## This will load the data set into R.
bookings (in thousands) per month on an
airline (Pan Am) in the United States were
o b t a i n e d f r o m t h e F e d e r a l A v i a t i o n class(AirPassengers)
This will tell us the kind of data set
Administration for the periods 1949–1960 ##
we have. The result is shown below:
(Brown, 1963). The company used the data to
“ts”
predict future demand before ordering new
aircraft and training aircrew. The data are This means that the data set is a time
available as a time series in R and illustrate series data.
several important concepts that arise in an
exploratory time series analysis.
To start with, just run the following codes in R

with R

Run the following codes in R:
start(AirPassengers)

## This is the start year of the data set. The result is shown below:

[1] 1949 1
end(AirPassengers)

## This is the end year of the data set. The result is shown below:

[1] 1960 12
frequency(AirPassengers) ## This shows the cycle of the time series data in a year. The result is
shown below:
[1] 12
summary(AirPassengers)
shown below:

## This shows the summaries of some basic statistics. The results are

Min. 1st Qu. Median Mean 3rd Qu. Max.
104.0 180.0 265.5
280.3 360.5
622.0

with R

Let’s have some further detailed analysis such as plot…
y = AirPassengers

## This is to set the data as y. The results are shown below:

print(y)
Jan Feb Mar
1949 112 118 132
1950 115 126 141
1951 145 150 178
1952 171 180 193
1953 196 196 236
1954 204 188 235
1955 242 233 267
1956 284 277 317
1957 315 301 356
1958 340 318 362
1959 360 342 406
1960. 417 391 419

Apr
129
135
163
181
235
227
269
313
348
348
396
461

May Jun Jul Aug Sep Oct Nov Dec
121 135 148 148 136 119 104 118
125 149 170 170 158 133 114 140
172 178 199 199 184 162 146 166
183 218 230 242 209 191 172 194
229 243 264 272 237 211 180 201
234 264 302 293 259 229 203 229
270 315 364 347 312 274 237 278
318 374 413 405 355 306 271 306
355 422 465 467 404 347 305 336
363 435 491 505 404 359 310 337
420 472 548 559 463 407 362 405
472 535 622 606 508 461 390 432

with R

Let’s have some further detailed analysis such as plot…

plot(y, main="Monthly Totals of International Airline Passengers", col=2, col.main="chocolate", las=1,
ylab="Passengers (1000's)", sub="Figure I", col.sub="navy")
After running the above command, then run the following code too:
abline(reg=lm(y~time(y)), col="green4", lwd=2)
See the graphics below

EXPLANATIONS
There are a number of features in the time plot of the air
passenger data that are common to many time series (Fig. 1). For
example, it is apparent that the number of passengers travelling
on the airline is increasing with time.
In general, a systematic change in a time series that does not
appear to be periodic is known as a trend. The simplest model for
a trend is a linear increase or decrease, and this is often an
adequate approximation.
There is clear seasonal variation in the air passenger time series.
At the time, bookings were highest during the summer months of
June, July, and August and lowest during the autumn month of
November and winter month of February. Sometimes we may
claim there are cycles in a time series that do not correspond to

BOX PLOT FOR DETECTING
OUTLIERS

Can you run the following codes below?

A time series plot not only
boxplot(y~cycle(y), main="Box Plot", col=rainbow(12), xlab="", emphasizes patterns and
ylab="Passengers", col.main="brown", sub="Figure III",
col.sub="navy")

features of the data but can
also expose outliers and
erroneous values.
This is a boxplot of seasonal
values from the data set
called 'AirPassengers’. Can
you see what happens
between June and August?

ESTIMATION OF LINEAR AND NONLINEAR TRENDS

For a linear trend, run the following command:

Can I interpret the results?
fit = lm(y ~ time(y))
summary(fit)

The bottom requirement is such that
a model is statistically significant is
the p-value is less than or equal to
the chosen level of significance.

ESTIMATION OF LINEAR AND NONLINEAR TRENDS

For a non-linear trend (quadratic model), run the
following command:

Can I interpret the results?

fit2 = lm(y ~ time(y)+I(time(y)^2))
summary(fit2)

The bottom requirement is such that
a model is statistically significant is
the p-value is less than or equal to
the chosen level of significance.

ESTIMATION OF LINEAR AND NONLINEAR TRENDS

For another non-linear trend (polynomial of order 3), run
the following command:

The results showed that the
second model (the quadratic

fit3 = lm(y ~ time(y)+I(time(y)^2)+I(time(y)^3))
summary(fit3)

model) is best suitable for the
data set. It is evident from the
results that the polynomial of
order 3 does not significant, in
fact, it does not even exist
mathematically.

COMMENTS ABOUT THE AIRPASSENGERS
1. There is a trend component which grows the
DATA SET
passenger year by year.
2. There looks to be a seasonal component which
has a cycle less than 12 months.
3. The variance in the data keeps on increasing
with time.
We know that we need to address these two
issues before we test stationary series. One, we
need to remove unequal variances. We do this
using log of the series. Two, we need to address
the trend component. We do this by taking
difference of the series. Now, let’s test the
resultant series.

TEST FOR STATIONARITY AND
Using Augmented Dickey-Fuller Test:
We see that the series is stationary enough to do any
AUTOCORRELATION
Run the following commands:
kind of time series modelling.
library(DescTools)
adf.test(diff(log(y)), alternative=“stationary”, k=0)
The results are shown below:
data: diff(log(y))
Dickey-Fuller = -9.6003, lag order = 0
p-value = 0.01
alternative hypothesis: stationary

Next step is to find the right parameters to be used in
modeling. We obtain the Correlation plots as follows:
acf(log(y), main="Autocorrelation Function",
col=rainbow(20), lwd=2, sub=“Figure IV”)
acf(diff(log(y)), main="Autocorrelation Function",
col=rainbow(20), lwd=2, sub="Figure V")
acf(diff(log(y)), main="Autocorrelation Function",
col=rainbow(20), lwd=2, sub="Figure VI")

ACF AND PARTIAL ACF PLOTS
Clearly, the decay of ACF chart is very slow,
which means that the data set is not
stationary. We have already discussed
above that we now intend to regress on the
difference of logs rather than log directly.
Let’s see how ACF and PACF curve come
out after regressing on the difference.

ACF AND PARTIAL
ACF PLOTS
Clearly, ACF plot cuts off after the first lag. Hence, we
understood that value of p should be 0 as the ACF is
the curve getting a cut off.

DECOMPOSING TIME SERIES DATA
Decomposing Time Series

To estimate the trend component of a non-

Decomposing a time series means separating it

seasonal time series that can be described using

into its constituent components, which are

an additive model, it is common to use a

usually a trend component and an irregular

smoothing method, such as calculating the

component, and if it is a seasonal time series, a

simple moving average of the time series.

seasonal component.

The SMA() function in the “TTR” R package can

Decomposing Non-Seasonal Data

be used to smooth time series data using a

A non-seasonal time series consists of a trend
component and an irregular component.
Decomposing the time series involves trying to
separate the time series into these components,
that is, estimating the trend component and the
irregular component.

simple moving average. To use this function, we
first need to install the “TTR” R package. Once
you have installed the “TTR” R package, you can
load the “TTR” R package by typing/running the
code below:
library(“TTR”)

DECOMPOSING TIME SERIES DATA
You can then use the “SMA()” function to

plot(y_MA,

smooth time series data. To use the SMA()

Average of order 3", col="blue3", col.main="navy",

function, you need to specify the order

las=1, ylab="Passengers (1000's)", sub="Figure VII",

(span) of the simple moving average, using

col.sub=“blue2")

the

parameter

“n”.

For

example,

to

calculate a simple moving average of order
3, we set n=3 in the SMA() function. Run
the codes below:
y_MA=SMA(y, n=3)
print(y_MA)

main="Scatter

Plot

of

Simple

Moving

abline(reg=lm(y_MA~time(y_MA)), col="red2", lwd=2)

DECOMPOSING SEASONAL DATA

Decomposing Seasonal Data

The function “decompose()” returns a list object as its

A seasonal time series consists of a trend

result,

component, a seasonal component and an

component,

irregular

the

component are stored in named elements of that list

time series means separating the time

objects, called “seasonal”, “trend”, and “random”

series into these three components: that is,

respectively.

component.

Decomposing

estimating these three components.
To estimate the trend component and

where

the
trend

estimates
component

of

the
and

seasonal
irregular

Run the following codes:

seasonal component of a seasonal time
series that can be described using an
additive

model,

we

can

use

the

y_decom = decompose(y)
print(y_decom)

“decompose()” function in R. This function
estimates

the

trend,

seasonal,

and

irregular components of a time series that
can be described using an additive model.

You will see the results yourself when you run the
codes correctly.

DECOMPOSING SEASONAL DATA

We can plot the estimated trend, seasonal,

and irregular components of the time
series by using the “plot()” function, for
example:
Run the following commands:
plot(y_decom,
col.main="green3")
See the plot here….

col=rainbow(22),

FORECAST USING EXPONENTIAL SMOOTHING

Exponential smoothing can be used to make
short-term forecasts for time series data.
Simple Exponential Smoothing

If you have a time series that can be
described using an additive model with
constant level and no seasonality, you can

The value of alpha; lies between 0 and 1.
Values of alpha that are close to 0 mean that
little weight is placed on the most recent
observations when making forecasts of future
values.

use simple exponential smoothing to make Run the following commands;
short-term forecasts.
The simple exponential smoothing method
provides a way of estimating the level at the
current time point. Smoothing is controlled
by the parameter alpha; for the estimate of
the level at the current time point.

HW = HoltWinters(y, beta=FALSE, gamma=FALSE)
print(HW)

FORECAST USING EXPONENTIAL SMOOTHING

We can equally plot the Holt-Winter results
as follows:
Plot(HW)
The resulting plot is shown as follows:
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